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Abstract 
Declarative database query languages have recently been criticized by the re- 

search community. Proponents of database programming languages and object- 
oriented databases recommended doing away with declarative means for specifying 
retrieval, except for perhaps ad-hoc querying. Supporters of deductive databases 
and logic programming want to extend declarative query languages into full pro- 
gramming languages while retaining dedarativity. It is our conviction that neither 
approach will lead to a satisfactory solution. We claim instead that languages of- 
feting both paradigms in full extension are desirable and can be achieved without 
suffering from the drawbacks encountered when simply combining existing query 
and programming languages. In this paper we outline the basic design decisions of 
an experimental language aimed at a knowledge-based style of persistent program- 
ming. 

1 I n t r o d u c t i o n  

One of the most influential individuals in the international database research commu- 
nity, Jeffrey Ulhnan of Stanford University, predicted recently that the development of 
database systems will result in the dominating position of "true" knowledge-base man- 
agement systems (KBMSs) in the 1990s. In the latest edition of his widely renowned 
textbook 'Principles of Database and Knowledge-Base Systems' he classifies the most 
prominent database paradigms according to the following main criteria [Ul188, p. 28]): 

"1. Whether they are object-oriented or value-oriented. 
2. Whether they support declarative query languages. 
3. Whether they separate the DML from the host language or integrate the two." 

According to Ullman, a KBMS is characterized by value-orientation, declarativity, and 
DML/host language integration. He characterizes object-oriented database manage- 
ment systems (OO-DBMSs), which dominated the 1980s, as object-oriented and non- 
declarative while providing an integrated language as well. Ullman predicts that KBMSs 
will displace OO-DBMSs within the forthcoming decade! Thus, one of the main differ- 
ences between the systems of the previous and the current decade will be a matter of 
declarativity - provided Ullman is right. 



The introduction of a declarative style of interaction into the world of data processing 
is generally attributed to the advent of the relational data model. When proposing 
this new paradigm in 1970, Codd's main motivation was to provide data independence 
[CoddT0]: 

"the independence of application programs and terminal activities front growth 
in data types and changes in data representation". 

Although Codd did not insist on a declarative language as the only means of achiev- 
ing data independence, declarative query languages soon became a standard feature of 
relational database systems, measured against Codd's relational calculus as a kind of 
theoretical yardstick. Developing efficient techniques for evaluating declarative specifi- 
cations of answers was one of the main concerns of research in the relational framework. 
Today, the declarative relational language SQL is generally accepted as a "de facto" stan- 
dard and is taken by many as a prototypical solution to the data independence problem. 
Thus, the debate about declarative or imperative interaction with databases had slowly 
run out of fashion in the early 80s. 

Ullman's statement reflects a revival of this debate due to recent competition be- 
tween supporters of two main novel paradigms, deductive and object-oriented databases. 
Research projects investigating the deductive (logic) database approach propose a much 
more rigid and extensive use of the declarative style of interaction. Their work is based 
on a rather strict formalization of data manipulation by means of predicate logic and 
is strongly influenced by the new paradigm of logic programming which emerged at the 
same time as deductive databases (see, e.g., [GMN84] or [rtei84]). 

On the other hand, tendencies to give up declarativity can be observed among those 
who try to integrate more closely database and programming language technology. Persis- 
tent (or database) programming languages (such as, e.g., Galileo [ACO85], 02 [LeRi89], 
and Napier88 IDea89]) have been proposed which do not access data by means of an 
embedded query language anymore, but make use of general purpose programming con- 
structs for expressing data access. Object-oriented databases constitute the most popular 
and most successful outgrowth of these activities, exploiting the object-oriented program- 
ming paradigm in the context of databases. 

In our paper we will first review some of the most controversial positions concerning 
declarativity. Based on this discussion we will state our case for a database paradigm 
which exploits declarativity more extensively than in relational systems, but at the same 
time recognizes the relevance and importance of a well-designed set of procedural concepts 
for data manipulation, well-integrated with the declarative features. We claim that 
the inherent difference between both styles of interaction should not be regarded as a 
mismatch, but rather be exploited favorably where appropriate. In the second part we 
will outline the main design principles of an experimental language under development 
at ECRC, the purpose of which is to prototypically explore how to properly integrate 
declarative and procedural features in a deductive language with an object-oriented data 
model. We do not consider this proposal a final solution to the problem of designing a 
"symbiotic" persistent language and are aware of the difficulties still ahead of us. The 
ultimate solution will require a much deeper mutual understanding and collaboration 
between those working on declarative query languages and deduction and those devoted 
to database programming languages and object-orientation. The present paper is a 
contribution in this respect. 



2 D e c l a r a t i v e  vs .  Procedura l :  A n  Old C o n t r o v e r s y  
R e v i v e d  

The debate about which style of interaction with a computer system is more appropriate, 
the declarative or the procedural one, is by no means new and by no means restricted 
to the database area. It has in fact been particularly vivid in artificial intelligence 
in the 1960s. Therefore it is not surprising to encounter instances of this debate in 
connection with information systems anew. In this section we would like to clarify the 
particular reasons why the deductive/object-oriented dichotomy led to a revival of the 
declarative/procedural controversy. 

Let us begin this discussion by recalling a couple of representative statements pub- 
lished recently by some leading database researchers. One of the strongest statements 
can be found in Ullman's textbook lUll88, p. 21]: 

"There is a fundamental difference between the object-oriented and logical 
approaches to design of an integrated DML/host language; the latter is in- 
herently declarative and the former is not." 

"It appears that true object-orientedness and declarativeness are incompati- 
ble." 

When discussing declarative languages in his recent article "A Formal Approach to 
Object-Oriented Databases" [Bee89], Catriel Beeri asks: 

'~Is there really a need for such languages? This issue is a subject of debate 
in the research community. The initial appeal of the relational model was 
largely due to the existence of such languages. But the recent trend towards 
OODBs is partially founded on dissatisfaction with precisely this aspect of 
the relational model." 

Last hut not least, Michael Stonebraker and his six co-authors strongly defend declara- 
tivity in their "Third-Generation Data Base System Manifesto" [Sto90] where they claim: 

"Essentially all programatic access to a database should be through a non- 
procedural, high-level access language. Much of the OODB literature has un- 
derestimated the critical importance of high-level database access languages 
with expressive power equivalent to a relational query language." 

One may ask what the reasons for the "dissatisfaction" with declarative languages are? 

2.1 T h e  M y t h i c a l  I m p e d a n c e  M i s m a t c h  

Classically, there are two major modes of interaction which a user can choose in order to 
access an information system: 

• interactively by means of a graphical or command language 

• through a program. 

Declarative languages have been applied for both purposes, but for many, the prevailing 
domain of interest in a declarative style is the interactive mode, where declarative query 



languages were successfully applied as a convenient means of formulating simple, ad hoc 
queries. In this role, declarative languages are by now well accepted. If at all, declarative 
languages were critized because of the difficulty of correctly expressing more complex 
queries (see, e.g., a human factors comparison between a procedural and a declarative 
language performed in the late 1970s [WeStS1]). 

The situation is very different as far as information retrieval out of an application pro- 
gram is concerned. Rather early, shortcomings of solutions embedding a declarative data 
manipulation language into a procedural general' purpose programming language were 
pointed out. Such shortcomings did not come as a surprise because neither program- 
ruing nor data manipulation languages available at that time had been designed with 
integration in mind, but were often plugged together in a rather straightforward manner. 
A prototypical example of this kind of loose couplings between two very different types 
of languages is represented by the embedding of SQL into PL/1, a haarriage of commer- 
cial necessity rather than conceptual adequacy. Early attempts to more systematically 
approach such a coupling (e.g., [Schm77]) did not have the expected impact. 

After about ten years of unsatisfactory experience with DML/host language couplings 
and without very convincing proposals of newly designed integrated languages, the matter 
was decided for a major part of the database community. Copeland and Maier [CoMa84] 
concluded that data manipulation languages and host languages do not only suffer of 
structural incompatibilities, but do not match conceptually either. They created the 
notion of "impedance mismatch", which has been cited again and again by a multitude 
of authors since. Although they enhance Smalltalk by means of declarative constructs 
in the same paper that contains the infamous notion, "impedance mismatch" is today 
interpreted by many as incompatibility of declarative and procedural language in prin- 
ciple. Consequently, they give up either the one or the other. Bancilhon prototypically 
characterizes this attitude in [Ban88]: 

"Relational systems are well suited for the ad hoc query mode but not for 
application development. Application development requires communication 
between a relational query language and a programming language. These 
two types of languages do not mix well: they have different type systems, 
they have different computational models, relational systems are set-at-a- 
time while programming languages are record-at-a-time." 

2 .2  E s c a p i n g  t h e  M i s m a t c h :  T w o  D i r e c t i o n s  

The object-oriented database community initially gave up declarative languages com- 
pletely. Escaping to a procedural style of interaction with a database is rather natural 
in an object-oriented context, because data are uniformly viewed as nested structures. 
Thus navigating through chains of pointers expressed by means of applying selectors, per- 
forming assignments and calling procedures (called "methods" and "messages") became 
particularly tempting. The full range of programming language features is at disposal 
for such an approach. 

In the deductive database community reactions were ambiguous. On the one hand 
there was a trend towards an exclusively procedural solution as well, represented by 
various PROLOG-DB interfaces. In spite of the logic programming ideology promising 
clean declarative programming, PROLOG - the most popular outgrowth of this direction 



- ultimately is a procedural language including side effects and strict sequentiality. Par- 
ticularly in the database context where efficiency critically matters, it may be vital to 
be fully aware of the consequences of the ordering of rules and goals. The PROLOG-DB 
approach suffers from the same major drawback as any other purely procedural solu- 
tion: the critical effort of guaranteeing an optimized organization of database access is 
completely left to the individual programmer rather than to the systems designer. As 
designing optimized evaluators is a difficult and time-consuming task, systems that do 
without such a sophisticated component can of course be designed and implemented much 
faster than those supporting a truely declarative language. From a commercial point of 
view, this circumstance makes the purely procedural approach additionally attractive - 
at least for designers and implementors. 

The prevailing tendency in the deductive database community, however, tended to- 
wards the other extreme: abandoning procedurality and subjecting every computational 
activity to a rigorous logical formalization in Datalog-like languages. Again Ullman pro- 
vides the most decisive statement in favor of a database interaction based solely on a 
declarative style. He defines a KBMS as follows ([Ul188, p. 24]: 

"A KBMS is a system that 

1. Provides what a DBMS provides (support for efficient access, transaction 
management, etc.), and 

2. Provides a single, declarative language to serve the roles played by both 
the data manipulation language and the host language in a DBMS." 

The most famous attempt of promoting declarativity in this manner is the LDL project 
of MCC, well-documented by means of numerous publications and a book introducing 
the "Logical Data Language". LDL's ideology is characterized in this book as follows 
[NaTs89, p. xiii and p. 7]: 

"Another important difference between the traditional host- and embedded- 
language organization and logic databases is the elimination of the impedance 
mismatch in the former case. The impedance mismatch is the result of the 
combination of a procedural application language with a declarative database 
language... In LDL the application language and the query language are the 
same. Hence, no impedance mismatch exists, and queries can be efficiently 
executed." 

"The underlying philosophy of LDL is an extension of the philosophy of re- 
lational database systems: support data independence - take a leave of navi- 
gational systems; become truely declarative." 

In spite of these strong claims in the general case, LDL cannot completely avoid proce- 
durality either, particularly in connection with updates [NaTs89, p. 157]: 

"Our conclusion is that procedural notions are natural in some cases and it 
is beneficial...to allow a direct and explicit representation'of such constructs 
rather than an indirect representation. However, we do hold steadfast to pro- 
viding declarative semantics for the language including its procedural parts." 

The somewhat curious formulation of the last sentence of this citation shows how unpleas- 
ant the authors feel, when admitting that it appears impossible to maintain a declarative 



style throughout. They resort to declarative semantics instead, which also "smells" like 
declarativity but is something very different from the initial goal to specify what rather 
than how. Declarative semantics can be defined for any language, even the most proce- 
dural one, provided the states of computation are sufficiently formalized in logic! 

The often misleading use of the notion 'declarative' in connection with LDL is com- 
plemented by syntactical conventions that often blur the distinction between inherently 
procedural and inherently declarative concepts. A typical example, again taken from 
[NaTs89, p.138], is the following LDL '?ule", expressing in fact a procedure for firing 
employees who earn more than their managers: 

fireEmp(N) ~-- emp(N,X,S1),mgr(N,M), 
emp(M,Y,S2),S1 > $2, 
-emp(N,X,S1) 

The first four literals in the body of this rule 

emp(N,X,Sl),mgr(N,M),emp(M,Y,S2),S1 > S2 

constitute a condition specifying in a purely declarative manner which employees have to 
be fired. The comma-delimiters represent logical conjunction where the order of literals 
does not matter and may be changed by the optimizer. The last literal '-emp(N,X,S1)', 
however, expresses an update and is interpreted procedurally (despite the fact that a 
declarative semantics for state transitions is provided!). The comma separating the 
above-mentioned condition from this update literal has a completely different meaning 
than the other occurrences of the same delimiter: it sequentially orders execution of the 
rule body in such a way that first the condition is evaluated and then the update is 
performed. It is hard to understand what benefit the designers of LDL expect from this 
kind of syntax. Similar problems can be found in connection with other LDL features 
as well, each resulting from an attempt to provide a declarative syntax on the surface 
without directly and explicitly distinguishing declarative and procedural features. 

2.3 Overcoming the  Mismatch :  Solution of the  Fu tu re?  

Fortunately, escaping the impedance mismatch by resorting to a "clean" world of either 
declarativity or procedurality is not the only way out which has been proposed. During 
the last two years an increasing number of authors have started advocating languages that 
try to be strong in the declarative as well as in the procedural sense. Ullman's categorical 
claim of the incompatibility of the object-oriented and the logic-based approach has been 
doubted by many. Not only papers, but a whole new series of international conferences 
[DOOD89] has been explicitly devoted to the integration of deductive and object-oriented 
databases, which in consequence means the integration of a declarative and a procedural 
style of interaction. 

In the object-oriented (i.e., potentially more procedurally inclined) "camp", declara- 
tive features are no longer excluded [Kim90]: 

"The hc t  that an object consists logically of object identifiers and that object 
identifiers are the only means of specifying objects to access has naturally led 
to the navigational model of computation in most existing object-oriented 
applications. This of course does not imply that object-oriented systems 



cannot be augmented with non-navigational (declarative) manipulation of 
objects. In fact, an increasing number of object-oriented database systems 
support or plan to support queries, for example, ORION, 02, GemStone, and 
IRIS." 

On the deductive database side, tendencies to acknowledge explicit procedurality can 
be observed, e.g. [Abi90]: 

".. a declarative way of writing programs is not a goal in itself. An application 
program consists in sets of rules (i.e. small pieces of "declarative" programs) 
organized into a transaction using primitives providing explicit control." 

Recently language proposals such as GLUE [Phi90] and CORAL [Ram90] emerged in the 
deductive database context, which offer explicit procedurality without being "ashamed" 
of doing so. 

We regard the integration of the declarative and the procedural style within a single, 
carefully designed (which means newly designed!) language as the most reasonable and 
promising direction for the future. ECRC's activities have been deeply rooted in the 
logic programming/deductive database line of research until now. Accordingly, the main 
concern of our group have been logical query languages and rule-based knowledge rep- 
resentation. Therefore it is not surprising that giving up the benefits of the declarative 
style of representing and retrieving information is not acceptable to us. However, we 
believe that overemphasizing declarative ideology and, even more, aiming at languages 
that are "truely" and exclusively declarative is as misleading as giving up the undeniable 
benefits of declarativity at all. Therefore we do not follow the direction chosen by other 
research groups in the deductive database tradition either, who try to drive declarativity 
to an extreme. 

We acknowledge that procedurality as a paradigm of interaction may be as valuable 
and important as declarativity. A declarative semantics for procedural constructs might 
be helpful and desirable in many cases, but again we do not regard the use of logic or of 
a declarative semantics in this context as an indispensable requirement. Although there 
probably are applications and programming tasks for which either the one or the other 
style is most appropriate, we reckon that in most situations a global decision cannot 
be made. It very often depends on particularities of the system at hand, or even on 
personal taste (which plays an enormous, legitimate role in computer programming) 
whether a certain subtask is carried out using more declarativity or less. However, 
those proposals that were made until now - in particular those coming from a deductive 
background - are not satisfactory from our point of view, as they are not radical and 
consequent enough as far as a clear and clean syntactic distinction between declarative 
and procedural constructs is concerned. In the remainder of this paper we therefore 
outline our current attempts at designing a language which avoids these drawbacks. 

3 KBPL:  An A t t e m p t  at Merging Declarative and 
Procedural  Style 

KBPL is a Knowledge Based Programming Language under development in an ongoing 
research project aimed at the design and implementation of a next-generation knowledge 



base management system. We regard KBPL as an experimental research tool rather than 
as a candidate for a commercially viable product. The design of KBPL builds upon an 
earlier study performed at ECRC two years ago [MKW89]. Whereas the basic principles 
and the core syntax of the language are fairly stable by now, many details are still under 
investigation and subject to change and (hopefully) improvement. 

An implementation of a subset of the language is currently pursued in the Knowledge 
Bases Group of ECRC. A first prototype, called EKS-V1, has been completed, making 
use of technology developed earlier in the group. The system was demonstrated recently 
at major international database conferences (such as EDBT'90 and ACM-SIGMOD'90). 
Like the language, its implementation is to be regarded as a first step only, subject to 
significant modifications and extensions in the future. 

One of our main concerns when designing KBPL was to enable the programmer to 
merge declarative and procedural features at any granularity he likes. Thus the whole 
spectrum ranging from an extremely procedural "up to" an extremely declarative style 
should be supported by the syntax of the language. The crucial point about choos- 
ing a higher or lower degree of declarativity is optimization. Evaluation of declarative 
expressions is performed fully automatically under the responsibility of the underlying 
data/knowledge base management system, whereas execution of procedural commands 
is completely in the hands of the programmer. Of course, optimization of expression 
evaluation should take into account the procedural context in which expressions occur. 
When retrieving a set of data for display on a screen different decisions (e.g., concerning 
materialization of results) will be made compared to when using these data as input for 
a subsequent update operation. Sequences of procedure calls can only be optimized in 
those cases where the assumptions of the user concerning order of control and effective 
execution of side effects are not compromised. Choosing a finer or coarser granularity 
of declarativity therefore should enable the programmer to determine himself to which 
degree he wants to rely on the optimizations performed by the automated evaluator. 
We conjecture that optimization of declarative expressions will remain a very critical 
factor in database technology for a long time to come. Therefore we would like to enable 
database programmers to react flexibly and sensitively to the particular strengths and 
weaknesses of the state-of-the-art of optimization. 

When designing KBPL, we started from a PlZOLOG-DB setting (due to the prevail- 
ing area of interest in our lab). Our main motivation for departing from this solution 
was the dissatisfaction with PROLOG's way of "superimposing" the declarative and 
procedural reading of programs. Rather than always having to cope with both styles 
implicitly at the same time, we aimed at having them explicit and separated, but at the 
same time much more developed than in PROLOG. Thus we started by (conceptually) 
splitting PROLOG into a purely declarative language (essentially Datalog), and a purely 
procedural language (essentially a sequential language with non-determinism and back- 
tracking). There should neither be any procedural reading assumed for expressions of 
the former, nor any declarative reading for commands of the latter. 

Next we augmented the declarative sublanguage by an object-oriented data model, 
explicit quantifiers, functions, and a new kind of terms, called descriptions (see below). 
In a similar way the procedural sublanguage was extended by explicit control structures 
as well as primitives for retrieval and update. The key to a smooth integration of the two 
sublanguages was the decision to strictly preserve the 'command - expression' dichotomy 
of classical programming languages, but to extend the syntax of expressions in order to 



incorporate arbitrary declarative queries. The resulting overall structure of programs 
thus looks extremely conservative: KBPL programs are composed of procedural com- 
mands, taking declarative expressions as parameters. Considered from an "orthodox" 
logic programming point of view, however, such a choice might appear like heresy for 
many. 

3 .1  C o n c e p t s  a n d  P r o c e d u r e s  in  K B P L  

The basic building blocks of commands are (built-in or user-defined) procedures, whereas 
expressions are composed of (built-in or user-defined) declarative concepts. The concept 
system of KBPL is determined by its high-level data model. This model is structurally 
object-oriented, enabling the user to model entities in the universe of discourse as atomic 
or complex objects. Objects are either printable values, identifying themselves, or ab- 
stract entities internally distinguished by identifiers and externally distinguishable only 
by means of attributes, characteristics and (functional or relational) associations with 
other objects or values. Objects are instances of classes. Classes may be arranged in 
a lattice of sub- and superclasses introducing inheritance of every concept defined on 
a given class. We do not discuss any particularity of the object model here, as these 
questions are not relevant for the remainder of this paper. 

The extension of each concept is defined either explicitly by means of facts or implic- 
itly by means of rules. Legal extensions are characterized in the classical way by means of 
integrity constraints. We do not go into details about the syntax and semantics of rules 
and constraints in KBPL (which is based on a first-order logical language). Concepts 
have to be declared to the system in advance in the tradition of database schema defini- 
tion, thus providing a complete typing of all declarative expressions. However, concept 
definitions are not contained in a program, but are held inside a knowledge-base of meta- 
information which is manipulated and queried using the same syntax as for manipulating 
and querying object-level information. This style of separating declarations from pro- 
grams also stems from classical database conventions of maintaining schema information. 
However, in KBPL the same style of declaring concepts is used regardless of the degree 
of persistence of these concepts. A concept (together with its extension) can be declared 
to persist by means of a respective declaration, or is assumed to be transient otherwise. 
A direct consequence of this design decision is that both program and database objects 
are manipulated uniformly, at least as far as KBPL syntax is concerned. Furthermore 
they are declared in the same way, i.e., the type system of the database is the same as 
that of the programs. 

Procedures can be viewed as the procedural counterpart to concepts: they can be 
regarded as names of pre-defined dynamic actions specified by paraxnetrized commands, 
whereas concepts name pre-defined pieces of static knowledge~ specified by parametrized 
declarative formulas. Following this view, procedure definitions correspond to rules, both 
specifying in a sense the %xtension" of, resp., a procedure or a concept. Procedures (and 
the types of their parameters) have to be declared before being defined or called as well. 
Departing from ordinary programming language conventions, but in accordance with our 
choice for concept declaration, we separate procedure declarations and definitions, keep- 
ing declarations in the same meta-knowledge base which also contains the declarations 
of concepts. Procedures may be declared to be persistent like concepts. 

In order to exemplify the way how concepts and procedures are declared and defined, 
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we formulate the 'fire employee' procedure in KBPL: 

1. d e c l a r a t i o n s :  

• class(overpaid) 

• subclass(overpaid, employee) 

• persistent(overpaid) 

• procedure(fire_empl, 1, [employee]) 

• persistent (fire_empl) 

2. definit ions: 

• overpaid(X) ~- salary(X) > salary(manager(X)) 

• fire_empl(X) :: 
i f  overpaid(X) 
then  transaction(delete(employee(X)), 

delete(manager(X)-_), 
delete(salary(X)=_)) 

We assume that the class 'employee' and its attributes 'salary' and 'manager' have 
been declared and defined earlier. The underscore in the 'delete' commands are so-called 
anonymous variables, denoting the actual values defined for each of the two functional 
terms. Compared with the previously discussed LDL example, we would like to point 
out the clean syntactic distinction between the rule defining the condition under which 
an employee has to be fired and the definition of the procedure specifying how firing has 
to be executed. 

3 . 2  D e c l a r a t i v e  E x p r e s s i o n s  in  K B P L  

The syntax of declarative expressions in KBPL goes beyond the simple arithmetic or 
boolean expressions available in classical programming languages. The additional expres- 
sive power is achieved by means of individual and collective descriptions. A description 
is an expression denoting a certain object (or a set of objects) by means of an open 
first-order formula which characterizes the respective object(s). Descriptions in KBPL 
can be constructed on the basis of a full first-order calculus. Classically, expressions in a 
programming language are logical terms, denoting an object (or a set of objects) directly, 
i.e. by means of constant, variable, or function symbols, rather than indirectly by means 
of a characterizing formula. 

Individual descriptions denote an individual object (or a tuple of individual objects) 
satisfying a given condition. Each description consists of an open first-order formula 
preceded by a target list containing the free variables of the formula. Formulas are 
constructed from the predicate and function symbols defined by means of concept decla- 
rations together with logical connectives and, or, not  and quantifiers exis ts  and forall. 
As examples of individual descriptions consider: 

• "an employee who is over 50" 

[X]: employee(X) and  age(X) > 50 
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• "an employee working for a department on the second floor" 

[E]: employee(E) and  works_for(E, [D]: dept(D) and  floor(D)=2) 

• "a man and a woman loving each other" 

[M,W]: man(M) and  woman(W) and  loves(M,W) 

Collective descriptions denote the set of all objects satisfying a particular condition. 
They are constructed like individual descriptions, but are enclosed in set braces: 

• "The set of all employees who are over 50" 

{[X]: employee(X) and  age(X) > 50} 

• "The set of all employees working for a department on the second floor" 

{[El: employee(E) and  works_for(E, [D]: dept(D) and  floor(D)=2)} 

• "The set of all loving couples" 

{[M,W]: man(M) and  woman(W) and  loves(M,W)} 

Individual descriptions are indefinite expressions, potentially representing several differ- 
ent objects satisfying the same condition. They can be traced back to David Hilbert, 
who called them e-terms. Collective descriptions are standard features in mathematics 
and logic as well, often called intentional set expressions. They are definite, denoting the 
uniquely determined set of al l  objects with a certain property. 

Other kinds of descriptions than those available in KBPL have been proposed. Bertrand 
Russell introduced definite descriptions of individual objects [Rus05]. Up till now, we 
have excluded definite descriptions from KBPL, because of a semantic problem related 
to this feature. In case a query containing a definite description ("the object such that 
P") fails, the user does not know whether this failure is due to the fact that there is 
no object satisfying P at all, or whether there are such objects, but not a unique one. 
This kind of presupposition problem is well-known in natural language understanding 
and general knowledge representation. 

Indefinite set descriptions (specifying s o m e  set of objects with a certain property) 
have been recently proposed in DLOG [Goe85]. We regard them as very problematic, 
too, as they do not only introduce indefiniteness, but at the same time rely on a different 
semantics of the set constructor, denoting a set of s o m e  rather than al l  objects with a 
given property. This additional difference might be more confusing than helpful and has 
motivated omission of this feature from KBPL. 

Another recent proposal of a language based on descriptions is OMEGA [AtSi81]. 
The database programming language DBPL [SEM88] offers access expressions and rela- 
tional expressions which are closely related to (individual and collective, resp.) definite 
descriptions as well. 

The semantics of descriptions depends on the contents of the knowledge base of facts 
and rules defining the extensions of the concepts involved. Descriptions are evaluated 
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according to the well-known principles of first-order semantics over the minimal model 
of the knowledge base. Thus descriptions constitute the basic unit of retrieval in KBPL. 
They are the counterparts to embedded queries in classical DML/host language settings. 
As KBPL offers both individual and collective descriptions, set-at-a-time retrieval as well 
as object-at-a-time retrieval is provided within a unique declarative framework without 
resorting to extra-logical features like cursors in SQL. 

3 .3  P r o c e d u r a l  C o m m a n d s  a n d  C o n t r o l  i n  K B P L  

Procedure calls and assignments are the basic units of the KBPL command language. 
Procedures are either system-defined or user-defined by means of procedure definitions 
associating a name and a list of formal parameters with a (compound) command as in 
any classical programming language. Procedure names and the types of their formal 
parameters have to be declared before the procedure can be defined and called, thus 
providing a complete type system for procedures as well. Explicit declaration of types for 
local variables in a program is not required, but types are inferred from the signatures 
of the procedures and the declarative concepts occurring in the program. Sequential 
composition (denoted by ','), conditional branching (if .. t hen  .. else) and various 
forms of iteration (foreach .. do .., while .. do .., do .. unt i l  ..) are means for 
constructing compound statements. 

Departing from the purely uni-directional sequential execution model of classical pro- 
gramming languages, KBPL allows backtracking. For this purpose, commands have a 
success/failure semantics, i.e., every procedure either succeeds or fails. Backtracking is 
automatically initiated on failure of a command. Procedures may be deterministic or 
non-deterministic. Non-determinism can be introduced either by means of a compound 
command constructed by means of the procedural choice operator (denoted by ';'), or by 
means of alternative definitions of a procedure. 

Altogether, the computational paradigm of the procedural part of KBPL is in essence 
identical to that of PROLOG. However, no attempt is made to interpret sequences of 
commands in any declarative or logical manner, as done in PROLOG where every pro- 
gram has a declarative and a procedural reading at the same time. KBPL's procedu- 
ral sublanguage is "just" a sequential programming language with backtracking facility. 
Backtracking as an explicit computational paradigm enables a programmer to very con- 
veniently program complex search processes, which we regard as a key feature for a close 
integration of procedural and declarative constructs. 

KBPL provides a collection of system-defined procedures for input/output, retrieval 
and update purposes. The basic primitives for retrieval are the f ind command and (con- 
structive) assignment. The retrieval operator f ind takes an individual description as its 
single parameter and on execution binds the variable(s) in the target list of the description 
to (an) object(s) satisfying the condition of the description. F ind  is a non-deterministic 
procedure, i.e., on backtracking it returns other objects satisfying the description con- 
dition one after the other. Collective descriptions will be evaluated if occuring on the 
right hand side of an assignment command, binding the set denoted by the description 
to the variable on the left hand side of the assignment. We illustrate the embedding of 
declarative descriptions into procedural retrieval commands by means of the following 
examples: 
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1. "Retrieve the name of the manager of Fred!" 

N := name(manager([E]: employee(E) and name(E)=fred)) 

2. "Retrieve some employee who works for a department on the second floor!" 

find [E]: employee(E) and  works_for(E, [D]: dept(D) and  floor(D)--2) 

3. "Retrieve the set of all departments which do not have any female members!" 

S : -  ([D]: department(D) and 
no t  exists  [El: (works~or(E,D) and  female(E))} 

Note particularly the nesting of descriptions in example 2 providing a quantifier-free 
formulation. 

Expressions denoting individual objects, or sets of objects can not only occur in 
assignments and find commands, but may be passed as parameters to every procedure 
accepting the corresponding type at the respective position. 

Set-oriented retrieval can be more closely interleaved with procedural manipulation of 
the set members by means of an iterative command using the foreach constructor. For 
printing the names of those departments that do not employ women, e.g., the following 
KBPL formulation could be chosen: 

foreach [D]: department(D) and  
no t  exists  [E]: (works_for(E,D) and female(E))) 

do print(name(D)) 

When choosing the assignment formulation as in example 3 (above), the programmer can 
dispose of the respective set of objects in a more flexible way, e.g. by passing the variable 
'S' to several different procedures manipulating the members in the set in different ways, 
thus avoiding repeated computation of the same set. 

Yes/no queries are represented in KBPL by closed logical formulas. Evaluation of 
such queries may be individually triggered by means of the system-defined primitive 
tes t ,  or in connection with further actions in the condition part of a conditional or 
iterative command. As an example consider the following (where 'max' is an aggregate 
functional computing the maximal value of an attribute applied to a set of objects): 

if  exists  IX]: employee(X) and  age(X) > 60 
t h e n  Y := max(age, {[E]: employee(E)}) 
else Y := 60 

We are currently investigating various ways of specifying alternative modes of proce- 
dure activation. Currently the only way of activating a procedure is by means of explicit 
procedure calls within a program. However, we would like to offer trigger- or demon-like 
implicit activation as well depending on declaratively specified conditions. Again we are 
looking for a clean way of syntactically integrating implicit activation into the overall 
framework of the language. Solutions like [KMS90] exclusively based on a production 
rule-like setting are not acceptable for us. 
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3 .4  T o w a r d s  a F l e x i b l e  I n t e g r a t i o n  

We believe that the combination of features which KBPL is offering is particularly well 
suited for achieving the goal of a flexible integration of declarative and procedural style 
within a common framework. There are several rather original contributions of the KBPL 
approach that are most relevant in this respect. 

The smooth embedding of declarative constructs in a procedural environment achieved 
by extending the classical notion of an expression by means of descriptions is an important 
prerequisite for such an integration. The possibility to choose any degree of granular- 
ity for distributing retrieval steps between the declarative and the procedural "world" 
critically depends on our choice of procedural features, particularly on non-determinism 
and backtracking. It is in this setting that every logical operator has its procedural 
counterpart: conjunction corresponds to sequential composition, disjunction to explicit 
non-determinism, negation to failure, universal quantification to foreach-type iteration; 
existential quantification can be procedurally expressed by means of the once  operator 
preventing certain commands from re-execution during backtracking. 

Finally, we offer another dimension of flexibility by enabling programmers to abstract 
procedures specifying complex retrieval operations (and/or computations) into declara- 
tive predicates. A procedure that does not exhibit any side effects (such as update or 
output) can be used as the definition of a declarative concept as well, provided this con- 
cept has been explicitly declared by the user. The syntactic similarity between procedure 
calls and atomic formulas, which led to a complete amalgamation of the two in PRO- 
LOG, is thus exploited in KBPL in a user-controlled manner. This feature also opens 
the possibility of using procedures written in external languages. 

A more in-depth discussion of implications, drawbacks and merits of KBPL would 
exceed the scope of this paper. It was the purpose of this section to sketch the direc- 
tions we regard as promising in view of designing a programming language that exhibits 
all the undoubtable benefits of the declarative style without compromising the equally 
undoubtable ones of proceduratity. We are conscious that KBPL as it stands is far from 
being complete and/or satisfactory. However, we think that the basic philosophy of the 
language is fairly stable by now and represents a sufficiently original combination of 
features. 

4 Conc lus ion  

In this paper we have discussed the question whether declarative languages are "out" 
due to the popularity of the object-oriented paradigm or not. We conjecture that there 
is no need to dispense with the declarative style of interaction, which many still regard 
as highly relevant, but that declarativity can only survive if smoothly integrated into 
an explicit and strong procedural environment. We have outlined an experimental lan- 
guage that offers some important features that we regard as possible key solutions to 
the integration problem. Whether this approach will be ultimately successful, or not, 
depends critically on our ability to support the conceptual elegance of the language by 
powerful and equally satisfactory implementations, in particular by a new generation of 
optimizers. 
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